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Accelerated Full-Stack Computing Platform

NVIDIA Application Frameworks

NVIDIA 
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AI Enterprise

NetworkingCPUGPU

NVIDIA Accelerated Computing Infrastructure

NVIDIA Platform Software



NVIDIA Today

• 3 Chips — CPU, GPU, DPU

• NVIDIA Networking

• 30+ Million CUDA Downloads

• 5 + Million Developers 

• 3,000+ Applications Accelerated

• 700 + SDKs & AI Models

NVIDIA is one of the largest companies in the 
world — market cap (August 21 ~$4 Trillion)

“The announcements at GTC, which targets NVIDIA’s 
community of over four million developers, come in the 
context of NVIDIA’s continued AI dominance, particularly in the 
latest era of generative AI…..” — Dean Takahashi, VentureBeat

https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Fventurebeat.com%2Fai%2Fnvidia-will-bring-ai-to-every-industry-says-ceo-jensen-huang-in-gtc-keynote-we-are-at-the-iphone-moment-of-ai%2F&data=05%7C01%7Cnives%40nvidia.com%7C1e4623a581a24212e27108db2b56f474%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638151425152037440%7CUnknown%7CTWFpbGZsb3d8eyJWIjoiMC4wLjAwMDAiLCJQIjoiV2luMzIiLCJBTiI6Ik1haWwiLCJXVCI6Mn0%3D%7C3000%7C%7C%7C&sdata=CLKY9XYFV5deUt7TtO3FObobzEg4z2TLpWE%2BO6S6%2B4o%3D&reserved=0


The NVIDIA AI Platform for GenAI / Agentic AI



Enterprises Face Challenges Experimenting With Generative AI
Organizations must choose between ease of use and control

Managed 
Generative AI Services

Data and prompts are 
shared externally

Open-Source 
Deployment 

Ongoing maintenance 
and updates

Tuning required 
for different infrastructure

Infrastructure limited 
to managed environment

Limited control 
for overall generative AI strategy

Run anywhere 
across data center and cloud

Custom code 
for APIs and fine-tuned models

Easy to use 
APIs for development

Fast path 
to getting started with AI Securely manage 

data in self-hosted environment

Enterprise Controlled 
Environment 

API

Enterprise Controlled 
Environment 



Open-Source AI Models Are Unlocking Enterprise AI Agents

Intelligence Index: MMLU-Pro, GPQA Diamond, Humanity's Last Exam, LiveCodeBench, SciCode, AIME, MATH-500. 

Source: Artificial Analysis



Developer Adoption of Open Models
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Two Ways to Build An AI Platform

Do It Yourself (DIY) NVIDIA AI Software

Build from Open Source

Self Service Support

Deploy on Current 
NVIDIA GPU Architecture

Buy Secure, Scalable, & Reliable Platform

NVIDIA Enterprise Support

Deploy on Past, Current, & Future 
NVIDIA GPU Architecture



NVIDIA NIM Streamlines the Path to Production
170+ NIM, 40+ model types, 40+ partners driving AI model innovation

MIXTRAL 8x7B GEMMA 7B FUYU AI GENERATOR AUDIO2FACE EVO 2 40BNEMO RETRIEVERDEEPSEEK R1SMALL 3.1 PRO GEMMA 3 27B FLUX COSMOSLLAMA 3.3 70BLLAMA NEMOTRON COSMOS WHISPER LARGE 3 QWEN QWQ 32B PHI 4 

MULTIMODAL

NVIDIA NIM

Cloud                  Data Center               Edge                   Workstation

Speed time to market with prebuilt, 

continuously maintained microservices

Boost accuracy by tuning custom models from 

proprietary data sources​

Deploy anywhere with security and control 

of AI applications and data

Empower developers with the latest 

AI models, standard APIs and enterprise tools

Deploy in production with API stability, 

security patching, and enterprise support​

Optimized for greatest throughput

to maximize TCO



AI Agents: The New Digital Employees 

User or Machine

Prompt

Response

Critique

Calculate

Search

Generate

Plan

Calculate

Search

Generate

Tool Use

SQL

Search

Semantic

Search

Generate

Podcast
Calculator Web Search

LLM

Research Assistant

Agent

Customer Service

Agent

Software Security

Agent

Virtual Lab

Agent

Video Analytics

Agent
…

They help you get more done but require effective on-boarding



NVIDIA NeMo Microservices
Modular End-to-End Platform to easily build Data Flywheels

GUARDRAIL

MODEL EVALUATION

MODEL 

CUSTOMIZATION
NVIDIA NIM 

INFERENCE

NeMo Retriever NeMo Curator*

NeMo Customizer

NeMo Evaluator

NeMo Guardrails

INFORMATION 

RETRIEVAL

GUARDRAIL

ENTERPRISE DATA

DATA PROCESSING

MODEL 

CUSTOMIZATION

MODEL EVALUATION

Easy Setup
Modular microservices, deployable with standard APIs

Enterprise-grade
Secure, stable, and supported software

Broad Ecosystem Support
Integrated in popular open frameworks and AI software platforms

Run Anywhere
Provides higher security, privacy,  and flexibility



NVIDIA Nemotron Models Available Today

Nemotron Nano 2
High efficiency SLM

Llama Nemotron Super
Optimal accuracy-efficiency LLM 

Llama Nemotron Ultra
Highest accuracy powered by world 

knowledge

Reasoning / Agentic Vision Language Information Retrieval Content Safety

Nemotron Nano 2 VL 
Video understanding and Image 

reasoning

Nemotron Parse 1.1
Document extraction

Nemotron RAG
Extraction, embedding, and 

reranking

Llama Nemotron Safety Guard
Multilingual content safety



NVIDIA Enterprise AI Agent Platform

Specialized AI Agents

NeMo Agentic AI Toolkit

AI-Q Agentic AI Blueprint

Nemotron Reasoning LLM

NeMo Retriever RAG



Try the Models on build.nvidia.com



Try the Blueprints on build.nvidia.com





Accelerating Financial 

Insights with Agentic AI 

RBC anticipates accelerating its $5 billion top-line 

revenue growth goal by 1.5 years through this initiative

Report generation time was dramatically reduced from 

40 hours to just 15 minutes, saving RBC 18 months of 

work

RBC analysts can now potentially cover 50 companies 

instead of 10, significantly increasing productivity



AI Factories in Banking
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Leveraging AI in Core Banking – scaling Innovation
…quick implementation of Use Cases – in less than 4 weeks

GenAI Agent

Key Features:
▪ Delivery of personalized information
▪ Use Text-to-Speech AI models
▪ Target insights based on client 

portfolio in combination with external 
market updates

Personalised Portfolio Podcast

Key Features:
▪ Transition from eBanking chatbot to AI 

Financial Assistant as proactive 
communication

▪ Use AI-powered offer cards & deliver 
personalized product 
recommendations

Interactive Customer Communication

Key Features:
▪ Simplify support for routine 

questions 
▪ Employ AI model for queries by 

translation text-to-SQL
▪ Use KORDOBA data integration

Infrastructure and PaaS-Services: Atos CloudPlatform & Atos Kubernetes
NVIDIA Stack: NIMs (e.g., QWEN for text-to-sql)

Technical Stack:



Pillars of Self-Enablement
You can become an expert on your own.

Developer 

Program

API Catalog

ai.nvidia.com

Deep Learning 

Institute (DLI)
Launchpad

NVIDIA FSI 

Financial Service Developer Resources | NVIDIA Developer

https://resources.nvidia.com/en-us-financial-services-industry

NVIDIA On-Demand

https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fwww.nvidia.com%2Fen-us%2Findustries%2Ffinance%2F__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs-3u_LstR%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544590145%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=evW1ucUXLV95BMo2rm2TfLdIgYuPDPT2Gx3wuWI9ACI%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fdeveloper.nvidia.com%2Findustries%2Ffinancial-services__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs-2TkqXOF%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544602861%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=Kv9R4qjfzUCsp8ZGcPXcSlLx8%2BNl6OmgYgD40v6z6xg%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fresources.nvidia.com%2Fen-us-financial-services-industry__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs--EOgaLQ%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544614572%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=gw8FUFKwI7FqaseaxMyqKFzHH9lTi3mDZrtXJiR6QhA%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fresources.nvidia.com%2Fen-us-financial-services-industry__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs--EOgaLQ%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544614572%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=gw8FUFKwI7FqaseaxMyqKFzHH9lTi3mDZrtXJiR6QhA%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fresources.nvidia.com%2Fen-us-financial-services-industry__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs--EOgaLQ%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544614572%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=gw8FUFKwI7FqaseaxMyqKFzHH9lTi3mDZrtXJiR6QhA%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fresources.nvidia.com%2Fen-us-financial-services-industry__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs--EOgaLQ%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544614572%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=gw8FUFKwI7FqaseaxMyqKFzHH9lTi3mDZrtXJiR6QhA%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fresources.nvidia.com%2Fen-us-financial-services-industry__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs--EOgaLQ%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544614572%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=gw8FUFKwI7FqaseaxMyqKFzHH9lTi3mDZrtXJiR6QhA%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fresources.nvidia.com%2Fen-us-financial-services-industry__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs--EOgaLQ%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544614572%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=gw8FUFKwI7FqaseaxMyqKFzHH9lTi3mDZrtXJiR6QhA%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fresources.nvidia.com%2Fen-us-financial-services-industry__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs--EOgaLQ%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544614572%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=gw8FUFKwI7FqaseaxMyqKFzHH9lTi3mDZrtXJiR6QhA%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fresources.nvidia.com%2Fen-us-financial-services-industry__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs--EOgaLQ%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544614572%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=gw8FUFKwI7FqaseaxMyqKFzHH9lTi3mDZrtXJiR6QhA%3D&reserved=0
https://nam11.safelinks.protection.outlook.com/?url=https%3A%2F%2Furldefense.com%2Fv3%2F__https%3A%2F%2Fresources.nvidia.com%2Fen-us-financial-services-industry__%3B!!Nyu6ZXf5!oAlipyfMwif0cufJqNfIYkL80SvcXlHJn5evcAKsBzoX7GQz-bofn_23EOSd8N7Vfuvkjfwo6uhAkzTs--EOgaLQ%24&data=05%7C02%7Cjpapenbrock%40nvidia.com%7C9e61716b3a5d47e336aa08dd3ba42f4d%7C43083d15727340c1b7db39efd9ccc17a%7C0%7C0%7C638732298544614572%7CUnknown%7CTWFpbGZsb3d8eyJFbXB0eU1hcGkiOnRydWUsIlYiOiIwLjAuMDAwMCIsIlAiOiJXaW4zMiIsIkFOIjoiTWFpbCIsIldUIjoyfQ%3D%3D%7C0%7C%7C%7C&sdata=gw8FUFKwI7FqaseaxMyqKFzHH9lTi3mDZrtXJiR6QhA%3D&reserved=0
https://www.nvidia.com/en-us/on-demand/
https://www.nvidia.com/en-us/on-demand/
https://www.nvidia.com/en-us/on-demand/
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